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Executive Summary 

The IT world is facing an architectural shift where storage as well as processing capabilities are 
offered by cloud providers. Data security is a major concern preventing a large scale adoption this 
cloud computing architecture. Encrypting data on-site before outsourcing it is one way to protect the 
data.  

The UC6 “Migration of large data sets into a secure cloud” in deliverable D2.1 describes the 
requirements of today’s companies, which want to make use of external storage and data processing 
services. At the same time, companies want to reduce their own costs for setting up, running and 
maintaining their own servers. The goal of this deliverable is to introduce and describe the functional 
concepts for a provisioning framework to enable an efficient and optimized migration of large data 
sets into a secure cloud. 

Exporting data into a secure cloud requires the encryption of the data. This can easily take months if 
the data is sufficiently large (consider multiple terabytes). Moreover, keeping the functionality of 
running SQL queries over the encrypted data requires additional storage space. 

WP5 will provide the needed research on processing techniques for encrypted data. It will equally 
take the preparation stage, the processing stage, as well as the outsourcing stage into consideration. 
This deliverable presents a five-step provisioning process for preparing and outsourcing sensitive 
data into a secure cloud environment. The upcoming deliverable D5.2 will describe the actual 
processing step of outsourcing of the data. Moreover, it will provide new processing primitives, which 
will enable the efficient processing of data once it is prepared and outsourced. Deliverable D5.3 will 
provide the implementation of a provisioning framework, as well as a complete description and 
implementation of the privacy preserving data processing primitives. 

Search over Encrypted Data (SEEED) 

SEEED is the name of an internal research project at SAP. Its goal is to develop a solution allowing 
SQL queries to be transparently executed on encrypted data. It builds the foundation of SAP’s results 
within TREDISEC. We implemented our encrypted database using adjustable encryption, a concept 
introduced by [1], while using random encryption (RND), order-preserving encryption (OPE) [2] [3] [4] 
[5], deterministic encryption (DET) [6] [7] as well as additively homomorphic encryption (HOM) [8] to 
offer a solution to the encrypted data querying problem. Each of these encryption schemes has 
characteristics which are utilized to provide the capability to execute SQL statements over encrypted 
data. 

Adjustable encryption is a solution which allows to stack different encryption schemes above each 
other. Popa et al. [1] named this layered ciphertext “onion”. For each cleartext data item 𝑥 they 
compute several onions that are stored in separate database columns. 

An example onion structure for a complete encrypted database table is illustrated with Figure 1. 

 

Figure 1: Example onion structure for an encrypted database table 
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One or more of these layers can be removed, if the characteristic of an underlying layer is required to 
execute a specific SQL statement. Equality comparisons in a WHERE-clause require, for instance, the 
deterministic layer of column to be present. 

Data Provisioning 

The data provisioning for TREDISEC includes the functionality to prepare, encrypt and copy data from 
an on-premise database to a database hosted with a cloud provider.  

 

Figure 2: Provisioning Process (5 steps) 

We envision the framework to support this data migration with a 5-step process which prepares the 
data in such a way, that the above listed requirements are met. The five steps are illustrated with 
Figure 2. 

The first step (Sensitivity Selection) includes the possibility for a data owner to actively select the 
sensitivity of specific data columns as well as to select which encryption schemes she actually wants 
to be supported. This might result in conflicts which can automatically be detected and solutions 
proposed for resolving the conflict.  

The provisioning process utilizes a set of SQL statements expected to be executed in the future cloud 
environment. For instance, if the migration happens from an on premise system, tracing SQL 
statements submitted to the old database over a period of time gives a collection of SQL statements 
for which we can genuinely assume that they will also be executed in the new cloud environment.  

The second step (SQL Preparation) illustrates how established query optimization mechanisms can 
be adjusted in order to enhance the execution of SQL statements on encrypted databases. There are 
cases where only a part of the SQL can be executed on the server. Either because the data owner 
chose for a specific encryption scheme not to be present or the available encryption schemes do not 
support the required characteristic. In such a case, the SQL statement has to be split, where one part 
is executed on the database and the other part (containing the unsupported operation) is executed on 
the client. This usually comes with an overhead on additional traffic costs between server and client, 
which also includes an impact on performance. 

  

       

Figure 3: SQL Optimization for client-server split 
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Figure 3 shows the translation of the SQL statement into an operator tree. A naïve algorithm would 
cut below the conflicting LIKE-operator such that in this case, the complete table would have to be 
transferred to the client and decrypted, such that the Client SQL can be evaluated.  

Our proposed algorithm opts for reducing such communication overhead inferred by the partial 
execution of queries in the trusted client environment. Therefore, incoming SQL statements are 
transformed such that we achieve an optimized workload balance between server and client while 
leaving the semantics of the requested results unchanged. 

This results in an optimized SQL statement, which will later reduce the transfer of data between 
server and client. The optimized SQL statements to be executed on the cloud provider’s database 
server are further input for the following next two process steps. 

In step three (Hot State Analysis), we optimize the initial encryption to bring data directly into the “Hot 
State”. Encrypted data consists of multiple onions and encryption schemes. For some SQL queries, 
one or more layers have to be removed prior to an SQL execution. An encrypted database in its hot 
state has all these layers already removed, such that for a set of predefined SQL statements, no 
further layer adjustment is necessary. This not only saves time during the execution of these SQL 
statements later when the new cloud environment is used in production mode, it also saves time 
during the initial encryption, as the number of encryption schemes is reduced. Hence, the overall 
computation time for data encryption is reduced. 

A resulting new onion structure might look like the one given with Figure 4. 

 

Figure 4: Onion structure of our example after step three. 

The fourth step (Storage Optimization) describes an efficient mechanism to optimize the actual 
storage space at the cloud provider given that different deterministic as well as additive homomorphic 
encryption schemes are used. We make use of a typical characteristic of additive homomorphic 
encryption such that the usually randomized encryption scheme gets deterministic. We only do that in 
case a parallel onion storing the same cleartext data is already on a deterministic encryption scheme, 
such that we do not leak any additional information (and the current security level is maintained). The 
reason this step optimizes storage space, is that typical enterprise database systems use dictionary 
compression, which heavily compresses reoccurring data. This can only be exploited with 
deterministic encryptions schemes compared to randomized schemes. 

The fifth step concludes the provisioning process by encrypting the legacy data and transferring it into 
its new location at the cloud provider. This step uses the onion structure(s) produced by the previous 
steps. The exact process description will be part of deliverable D5.2. 
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1 Introduction 

1.1 Purpose and Scope  

In this deliverable we start with describing the foundation of a secure cloud storage given that all data 
should be stored encrypted in a database in such a way, that executing SQL queries is still possible. 
The possibility to execute SQL queries over encrypted data enables a secure external storage of the 
data while maintaining the capability of using it as if it was still available internally.  

Exporting data into a secure cloud requires the encryption of the same data. This can easily take 
months if the data is sufficiently large (consider multiple terabytes). Moreover, keeping the 
functionality of running SQL queries over the encrypted data requires additional storage space (for 
more details, see section 2).  

The provisioning framework addresses both: optimization of computational effort (described in 
sections 3.2 and 3.3) as well as optimization of required storage space (described in section 3.4), 
while the user always remains in charge of defining the sensitivity level of its data (see section 3.1).  

1.2 Innovation Potential 

Searchable, yet encrypted databases are a promising building block of a secure cloud offerings. In 
order to help companies migrate data from on-premises to the cloud, tools are needed to  

1.) encrypt large sets of legacy data from the on-premise systems into a secure cloud storage in 
a fast, reliable and secure way as well as in a performance optimized manner,  

2.) consider customer requirements such that the user experience by working with a cloud 
provider on encrypted data is as close as possible to performance and convenience as 
working with an on-premise system, but comes with all the (cost-)benefits of storing data with 
a hosted service provider. 

In this deliverable we present a set of innovative ways in preparing data as well as SQL statements 
specifically for a migration from an on-premise solution to a cloud solution. Our optimizations for 
storing encrypted data aim at optimizing the data on three dimensions: Data owners are enabled to 
select the sensitivity of their data, SQL queries are analysed for an optimized performance experience 
when they will be executed within a cloud environment, and the storage space for encrypted data is 
optimized in multiple ways while preserving the security sensitivity levels the data owner initially 
selected. 

1.3 Structure of the Document  

The structure of this document is as follows: 

Chapter 2 gives an introduction about background work relevant for this deliverable. It will give the 
reader all information with respect to search over encrypted data required to understand and follow 
the innovations and optimization concepts presented in the upcoming sections. 

Chapter 3 gives details about our concepts with respect to the functionalities envisioned for the 
provisioning framework. Main focus lies on illustrating the provisioning process itself by introducing its 
five single steps for optimizing and transferring the data into the cloud. 

Chapter 4 concludes this work. 
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2 Background 

SEEED (Search over Encrypted Data) is the name of an internal research project at SAP. Its goal is to 
develop a solution allowing SQL queries to be transparently executed on encrypted data. In this 
section, a detailed description of the project, which is the foundation of our work in TREDISEC, is 
given. What follows is an extended version of the description given in the PRACTICE [9] EU project. 

2.1 Overview 

Following the “privacy by design” principle [10], privacy decisions should be taken into account when 
designing applications. This implies using available means, such as anonymization, encryption and 
access control, to implement protection of personal identifiable data. An unsolved challenge arises in 
the currently prevalent design of cloud or hybrid cloud applications. In order to process data in the 
cloud – including personal identifiable data – it needs to be in cleartext. This availability of cleartexts 
allows for all kinds of misuse by the cloud service provider, originally intended only to provide IT 
services. 

The problem of trust in the cloud service provider has generated a public debate. It is not clear 
whether current data protection regulations allow storing personal identifiable data of European Union 
citizens on cloud servers hosted outside the European Union.  

Inspired by CryptDB [1], a project enabling the possibility to process queries directly on encrypted 
data, SAP developed a system to encrypt and store data on a database which is fully transparent. As 
such, applications can connect to the database in the same way they connect to traditional plaintext 
databases in order to execute a large set of queries over the encrypted data. In our database, all data 
is encrypted on the client and keys never leave the client. Therefore the cloud service provider has 
only access to ciphertexts. 

Although the legal debate on whether encrypted personally identifiable data (without the key) has to 
be considered personally identifiable is still ongoing, we do not explore the legal dimension in this 
deliverable.  

2.2 Original SEEED Architecture 

Storing data externally with a hosting provider becomes increasingly attractive to companies which 
want to save costs on their own physical infrastructure. Cloud service providers have access to all 
data. Therefore, storing sensitive data externally asks for solutions providing appropriate privacy 
precautions. It must be ensured that only the data owner is able to access the data. 

Many database vendors already provide solutions for data encryption. However, only encryption of 
data at rest is supported in most cases. This means that data gets encrypted before being written to a 
disk drive and it gets decrypted for processing after being read from disk. Most importantly, the cloud 
provider is in possession of the key used for encryption and decryption at some point. Thus, the cloud 
provider basically has access to the plaintext data. Many customers who want to store their data on a 
cloud provider’s database, however, want to keep their secret encryption keys in order to 
confidentially store their data. The cloud provider should not have the possibility to access the data in 
cleartext. 
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Figure 5: Search over Encrypted Data Architecture 

As part of the SEEED project, SAP implemented a special JDBC driver allowing connections to 
databases containing encrypted data. The ultimate goal is to permit the replacement of a regular 
JDBC driver (accessing a plaintext database) with the SEEED JDBC driver accessing a database 
containing encrypted data. Because database content is encrypted, the database can be hosted in an 
untrusted zone, e.g. at a cloud service provider. Client applications are still presented with a standard 
JDBC interface and thus do not need to be adjusted in order to make use of encryption. The SEEED 
JDBC driver transparently translates plaintext queries to queries against the encrypted database and 
takes care of any decryption necessary. So far, a large set of query types is supported by the driver. 

2.3 Processing Queries on Encrypted Data 

Security is a major concern for outsourced databases [11] [12] [13]. In the database-as-a-service 
model [13] an independent service provider offers its database to clients. The clients need to entrust 
their data to the cloud service provider without having control over unwanted disclosures, e.g., to 
insiders (e.g., administrators at the service provider) or hackers. 

The solution to this outsourced security problem is to encrypt data before sending it to the cloud. Of 
course, the decryption key needs to remain at the client only. This is easy to implement for simple 
storage, but the clients must remain able to query the database. Therefore the service provider has to 
solve the complicated task of querying on the encrypted data. There are several proposals for 
processing SQL queries on this encrypted data [2] [13] [14] [15].  

We briefly describe how we implement our encrypted database using adjustable encryption, a 
concept introduced by [2]. We implement a slightly modified version and use random encryption 
(RND), order-preserving encryption (OPE) [2] [3] [4] [5], deterministic encryption (DET) [6] [7] as well 
as additively homomorphic encryption (HOM) [8] to offer a solution to the encrypted data querying 
problem.  

These different encryption schemes have different algebraic properties. Let 𝑐 = 𝐸𝑇(𝑥) denote the 

encryption of plaintext 𝑥 in encryption type 𝑇 ∈ {𝑂𝑃𝐸, 𝐷𝐸𝑇, 𝐻𝑂𝑀, 𝐽𝑂𝐼𝑁}. We denote the corresponding 

decryption as 𝐷𝑇(𝑐). We now give a brief introduction of the properties of the used schemes:  

Random (RND)  

RND has the highest security level. Two encryptions of the same plaintext results in two 
different ciphertexts. This scheme is used for secure data storage and retrieval only. No other 
SQL operation is supported on RND-encrypted ciphertexts. We use AES in CBC mode (with 
Padding).  

Deterministic (DET)  

DET has the following property: 𝐸𝐷𝐸𝑇(𝑥) = 𝐸𝐷𝐸𝑇(𝑦) ⟺ 𝑥 = 𝑦. Hence, an equality comparison 
on the ciphertext is supported. We use AES in ECB mode (with padding).  

Order-preserving encryption (OPE) 

OPE has the following property: 𝐸𝑂𝑃𝐸(𝑥) ≤ 𝐸𝑂𝑃𝐸(𝑦) ⟺ 𝑥 ≤ 𝑦. This is used to support SQL 
range queries on the ciphertext. We use the algorithm introduced in [4]. 
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Additively homomorphic encryption (HOM) 

Additive homomorphic encryption allows aggregation of encrypted values, without decrypting 

them: 𝐷𝐻𝑂𝑀(𝐸𝐻𝑂𝑀(𝑥) ⋅ 𝐸𝐻𝑂𝑀(𝑦)) = 𝑥 + 𝑦. We use the Paillier algorithm [8] for aggregating 

encrypted values. 

Re-encryption enabled encryption scheme (JOIN) 

For maximum security, all columns are encrypted with different keys. Joining two columns, 
however, requires them to be deterministically encrypted with the same key. With the 
encryption scheme introduced by Pohlig and Hellman [7] we support on demand re-encryption 
of a column to be on the same key as another column for join operations (see [16] for more 
details). 

Using the described algebraic properties we can implement the relational operators for most SQL 
queries on ciphertext, i.e. without decrypting the data. Grouping (group by clause) can operate on 
deterministically or order preserving encrypted data. The same applies for counting. A table scan with 
range selections can be supported by order-preserving encryption. Some data functions, such as 
minimum or maximum are also made possible by order preserving encryption.  

Note that for all these operations, it is not necessary to modify the relational operator implementation 
compared to a regular, non-encrypted database implementation. The operators perform the same 
computation on the ciphertexts as they would on the plaintexts1. 

For aggregations – sum or average functions – we utilize homomorphic encryption. The database 
multiplies the (selected) ciphertexts to obtain a ciphertext of the aggregate. This requires only a small 
change to the operator implementation, which can be implemented using user-defined functions. 

This leads to a convincing result: a large subset of SQL queries can be implemented on encrypted 
data using the appropriate encryption type. Still, one has to choose the appropriate encryption type for 
one’s data. This choice is important, because the encryption types have different security levels and 
may be incompatible. 

Incompatible encryption schemes make the execution of a query harder. For example, consider the 
execution of a range query on homomorphic encrypted data. Initially, this is impossible, because no 
encryption scheme is known that supports order preserving encryption and homomorphic encryption 
at the same time. Unfortunately, such combinations of encryption schemes are important very often. 
Consider the concrete query 

𝑆𝐸𝐿𝐸𝐶𝑇 𝑥 𝐹𝑅𝑂𝑀 𝑇 𝐺𝑅𝑂𝑈𝑃 𝐵𝑌 𝑦 𝐻𝐴𝑉𝐼𝑁𝐺 𝑆𝑈𝑀(𝑧)  >  100. 

The sum function requires homomorphic encryption and the greater-than comparison requires order-
preserving encryption. Such queries simply can presently not be executed on encrypted data in the 
server’s database, since no appropriate encryption scheme exists which allows the execution with 
reasonable computational effort. 

2.3.1 Security level of the encryption schemes 

Also, the different encryption types have different security levels. Homomorphic encryption, such as 
Paillier’s encryption scheme [8], is semantically secure. Semantic security means that it is 
computationally impossible to distinguish two ciphertexts, even if the adversary may choose their 
plaintexts. Semantic security implies that ciphertexts are randomized, i.e., equality is not preserved 
under encryption. 

Deterministic encryption leaks this equality and is therefore considered less secure. Security 
guarantees have been established under the assumption that the plaintexts have high entropy [6]. 

                                                      
1 Although the data type of the ciphertexts may be different. 
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Order-preserving encryption is not only deterministic, but also leaks the order of the plaintexts (and is 
therefore less secure). 

The security of order-preserving encryption is still under debate. Boldyreva et al. proposed an order-
preserving encryption scheme that has the best security possible assuming it is non-modifiable and 
stateless [4]. They later showed that it leaks the upper half of the bits of the plaintext [3]. Popa et al. 
proposed a modifiable, stateful scheme that has ideal-security, i.e., it leaks only the order [5]. 

In summary we have: homomorphic (or random) encryption is more secure than deterministic 
encryption, which is more secure than order-preserving encryption. This observation implies that the 
client should carefully choose its encryption types for data outsourcing. It should only use order-
preserving or deterministic encryption if necessary to enable its queries in order to achieve the highest 
security level. Yet, the set of executed queries may be unknown at design time making this choice 
undecidable. 

2.3.2 Adjustable Encryption 

Popa et al. offer an intriguing solution to the encryption type selection problem [14]. They use RND for 
standard, randomized encryption. This encryption type only allows retrieval, but no queries. Note that 
some order-preserving encryption schemes are also deterministic and thus enables a superset of 
queries to deterministic encryption. Popa et al. compose a layered ciphertext called onion. For each 
data item 𝑥 they compute several onions that are stored in separate database columns. 

The first onion is composed by the following sequence of encryptions:  

𝐸𝑅𝑁𝐷(𝐸𝐷𝐸𝑇(𝐸𝑂𝑃𝐸(𝑥))) 

At first, this onion allows only retrieval – due to the randomized encryption. This randomized 
encryption layer has to be removed, when the client encounters a query that requires deterministic 
encryption, e.g., a selection using equality. The client sends the key for decrypting the randomized 
encryption 𝐷𝑅𝑁𝐷() to the database. The database uses a user-defined function to perform the update, 

such that the database stores 𝐸𝐷𝐸𝑇(𝐸𝑂𝑃𝐸(𝑥)). This enables the equality query to be executed. The 
same procedure occurs in case of a query that requires order-preserving encryption to execute. 
Figure 6 illustrates this. 

 

 

Figure 6: Onion before and after layer removal 

Homomorphic encryption is handled in a separate onion and thus stored in a separate column. This 
separate column enables aggregation operations, but does not harm security, since homomorphic 
encryption is semantically secure. A layering is not possible, since homomorphic encryption needs to 
encrypt the plaintext 𝑥 for the correct result in aggregations. 

Multiple onions with their layered encryption schemes represent an adjustment mechanism of the 
database to support a wide range of queries. It enables to dynamically adjust the encryption types, 
i.e., without knowing all queries in advance. We call such a database adjustably encrypted. The 
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adjustment is unidirectional: once decrypted to deterministic or order-preserving encryption, it is not 
necessary to return to a higher encryption level. This is the case, because all inner layers strictly 
support the functionality of outer layers. Furthermore, security against the cloud service provider has 
already been weakened, because the less secure ciphertexts have been revealed at some point and 
thus have to be assumed available for cryptanalysis. 

Our implementation uses four onions to support multiple SQL operations within the same query (e.g., 
aggregation and a range condition). Moreover, we provide separate onion structures for integers and 
strings. Table 1 gives an overview. 

 
 ONION 1 ONION 2 ONION 3 ONION 4 

LAYER 1 DET OPE OPE HOM 

LAYER 2 RND RND JOIN  

LAYER 3   RND  

TYPES 
Integer, 

String, Date, 
Decimal 

String 
 

Integer, Date, 
Decimal 

Integer, 
Decimal 

USAGE 
Retrieval, 
Group By 

Joins with 
Strings, 

Range queries 
with strings 

Joins, 
Equality, 

Range queries 
with numbers 

Aggregation 

Table 1: Onion structures 

In Table 1, the row "Types" lists plaintext data types the corresponding onion can be applied to. For 
example, integer or decimal values require the additive homomorphic encryption scheme, to actually 
enable aggregations; it is, however, not required for strings. For sorting items (with OPE) different 
paddings are used for integer and string values. ONION 1 is used for data retrieval and GROUP BY 
selections only. Having AES-based encryption schemes in this onion is a very fast solution for 
decrypting result sets on the client. 

2.4 Database Adjustment 

As described before, the database encryption level is adjusted to the performed queries. In this 
section, we further explain adjustments necessary for particular SQL features. We then present how 
an application can use our encrypted database. It is especially important that its use is transparent to 
the application, i.e. an application developer does not have to worry about the encryption. We argue, 
however, that better privacy characteristics can be achieved if developers carefully design their 
applications and queries. 

We consider the following database operations: select, group, join, sort, aggregate and further 
functions. For each operation, we identify the corresponding encryption level. The adjustment 
algorithm decrypts the database to this level (or below). We do not explain the semantics of the SQL 
queries, but refer the reader to an SQL introduction. 

Selection: There are two types of selection criteria: equality and range query. 

An example of an equality selection is 

𝑆𝐸𝐿𝐸𝐶𝑇 𝑥 𝐹𝑅𝑂𝑀 𝑇 𝑊𝐻𝐸𝑅𝐸 𝑦 =  100 

After this query, the column 𝑥 is either encrypted using deterministic or order-preserving encryption. 
An example of a range selection is 

𝑆𝐸𝐿𝐸𝐶𝑇 𝑥 𝐹𝑅𝑂𝑀 𝑇 𝑊𝐻𝐸𝑅𝐸 𝑦 >  100 
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In this case the column 𝑥 is encrypted using order-preserving encryption afterwards. 

Grouping: Grouping is a common operation particularly in analytical queries. It combines groups of 
rows with equal attribute values. In the following query grouping is used to select all unique values of 
a database column. 

𝑆𝐸𝐿𝐸𝐶𝑇 𝑥 𝐹𝑅𝑂𝑀 𝑇 𝐺𝑅𝑂𝑈𝑃 𝐵𝑌 𝑥 

Afterwards, the column 𝑥 is encrypted using deterministic encryption. Note that grouping can be 
combined with selection using the HAVING clause. An example leading to order-preserving 
encryption would be 

𝑆𝐸𝐿𝐸𝐶𝑇 𝑥 𝐹𝑅𝑂𝑀 𝑇 𝐺𝑅𝑂𝑈𝑃 𝐵𝑌 𝑥 𝐻𝐴𝑉𝐼𝑁𝐺 𝑥 >  100 

Joins: Joins can be algebraically represented by cross-products, i.e. the allpairs combination of the 
relations. This implies that joins per se are neutral for the encryption. A cross-product can always be 
built, even on randomized encryption. An example is 

𝑆𝐸𝐿𝐸𝐶𝑇 𝑥, 𝑦 𝐹𝑅𝑂𝑀 𝑇1, 𝑇2 

Cross-products significantly extend the size of the results table and they are usually combined with a 
join condition. Using the join condition, joins can be implemented using significantly faster algorithms, 
e.g. hash joins or sort-and-merge joins. The join condition can again be equality or range and has the 
same impact on the encryption level as regular selections. In the following example column 𝑧 has to 
be encrypted using deterministic encryption. 

SELECT x, y FROM T1, T2 WHERE T1.z = T2.z 

Note that for cross-column selection conditions, both columns need to be encrypted using the same 
key. Proxy re-encryption offers to change the encryption key without intermediate decryption.  

Sorting: Values can be returned sorted from a query. An example is: 

SELECT x FROM T ORDER BY x 

Afterwards, the column 𝑥 is encrypted using order-preserving encryption. 

Also, rank-based statistical function such as maximum (MAX) and minimum (MIN) are based on 
order-preserving encryption. 

SELECT MIN(x), MAX(x) FROM T 

Aggregation: We consider three aggregation functions: SUM, AVG, and COUNT. 

SELECT SUM(x), AVG(x), COUNT(x) FROM T 

Summation is performed using homomorphic encryption. This requires the operator to be modified 
and it can be implemented using a user-defined function or by modifying the database. A decryption 
to an onion layer is not necessary, since homomorphic encryption is stored in parallel to the layered 
onion. The mean is computed as SUM(x)/COUNT(x) where the division is performed at the client2. 
Summation is implemented as before and counting can be implemented using any encryption, even 
randomized encryption. Note that the count operator requires to implement NULL (in addition to 0) 

                                                      
2 For details on executions partially distributed between server and client, see section 3.2. 
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values. While this has been criticized to lead to incomplete logic, it is commonly supported in off-the-
shelf databases. 

Other Functions: SQL offers a wide variety of further functions, e.g., operations for string 
manipulation. We do not provide specific support for these, but implement them on the client on the 
decrypted cleartexts. 

We have shown that there is a wide spectrum of SQL functions and corresponding encryption 
schemes. Some functions, such as equality selection, even operate on multiple encryption schemes. 
We therefore have to carefully select the encryption scheme (and onion) to operate on, when there 
are multiple options and intertwined conditions from the query. The problem gets even more 
complicated if the user can configure the available encryption options. We again follow the algorithm 
by Kerschbaum et al. [17]. 

2.4.1 Evaluation of adjustable encryption 

An obvious question to ask is whether adjustable encryption actually provides more security. Given an 
infinitely long sequence of random queries, one would expect all columns to be decrypted to order-
preserving encryption. Fortunately, real sequences are not infinite. We have performed a number of 
experiments in order to study the security provided by adjustable encryption. We executed the 
sequences of the TPC-H [18] and TPC-C [19] benchmarks as well as the sequence of a live SAP 
system on our adjustable encryption scheme. The TPC-H benchmark simulates analytical queries 
whereas the TPC-C benchmark and the SAP system perform transactional workloads. We have 
summarized our findings in Table 2. 

 TPC-H TPC-C Live SAP System 

Total Queries 22 20 406 

Total Tables 8 9 2 

Total Columns 61 71 248 

RND (columns / %) 17 / 27.9% 49 / 69.0% 157 / 63.3% 

DET (columns / %) 24 / 39.3% 17 / 23.9% 74 / 29.8% 

OPE (columns / %) 20 / 32.8% 5 / 7.0% 17 / 7.9% 

Table 2: Encryption State of Exemplary System 

In order to judge the benefit of encrypted databases for privacy it is important to understand their use. 
Table 2 clearly shows that given real-world applications (i.e., the SAP System), only a fraction of 
about 8% will be decrypted to the weakest encryption scheme OPE. All other still remain on either 
DET or even RND encryption schemes. 

2.4.1.1 Use of adjustable encryption 

An application developer implementing its application on top of an adjustably encrypted database 
needs to make few modifications. All she needs is the driver for the encrypted database. In our case, 
this is a standard JDBC driver for Java applications. She can then use the encrypted database 
similarly to any other, non-encrypted database, i.e. she executes SQL queries and retrieves the 
results. The driver interface is unchanged and all encryption and decryption operation occur inside the 
driver. The driver only needs to be given a reference to the database instance (and key store if it is 
not the default). Figure 7 shows some example Java code for using our database. 
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Class.forName("com.sap.research.seeed.jdbc.SEEEDriver"); 
Properties props = new Properties(); 
props.put(SEEEDDriver.extDriverURLPropKey, ServerInformation.HANAfiUri); 
Connection conn = DriverManager.getConnection("jdbc:sap-research:seeed", props); 
Statement stmt = conn.createStatement(); 
ResultSet rs = stmt.executeQuery("SELECT * FROM \"MyTable\""); 

Figure 7: Java code for using encrypted database 

The encryption of the database is transparent to the application developer. He does not need to make 
any major modifications when operating on an encrypted database. On the one hand, this is a 
significant advantage, since integration is easy and includes privacy as well as security benefits. On 
the other hand, this may lead the application developer to unsafe choices. We emphasise that the 
application developer can further enhance privacy when paying attention to her design.  
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3 Data Provisioning  

The data provisioning for TREDISEC includes the functionality to prepare, encrypt and copy data from 
an on-premise database to a database hosted with a cloud provider. A corresponding provisioning 
framework must provide features towards the following requirements listed in deliverable D2.2: 

- WP51-R1 Efficient initial encryption (M) 

- WP51-R2 Query analysis for optimized SQL statement execution over encrypted data (O) 

- WP51-R3 Computation friendly confidentiality (O) 

- WP51-R4 Performance/Efficiency at the cloud (O) 

We envision the framework to support this data migration with a 5-step process which prepares the 
data in such a way, that the above listed requirements are met. The five steps are illustrated with 
Figure 8. 

 

Figure 8: Provisioning Process (5 steps) 

In the following sections, we provide the different steps the provisioning process requires.  

Section 3.1 (Sensitivity Selection) describes the foundation for this provisioning process on how a 
data owner is able to actively select the sensitivity of specific data columns as well as to select which 
encryption schemes she actually wants to be supported. The data owner may have to address 
security policies that may equally determine the used encryption schemes. These requirements might 
result in conflicts. This section describes an algorithm and toolset that determine an optimal balance 
between security and functionality. Additionally, it helps identify and resolve possible conflicts. This 
selection requires additional information about the metadata of the legacy data (e.g., database 
schema, column types, etc.) 

In section 3.2 (SQL Preparation) we illustrate how established query optimization mechanisms can be 
adjusted in order to enhance the execution of SQL statements on encrypted databases. Our proposed 
algorithm opts for reducing the communicational overhead inferred by the partial execution of queries 
in the safe client environment. Therefore incoming SQL statements are transformed such that we 
achieve an optimal workload on the server while leaving the semantics of the requested results 
unchanged. 

Both process steps require either historic or expected future SQL statements. If the migration 
happens from an on premise system, tracing SQL statements submitted to the database over a period 
of time where users and applications run in a typical environment, provide a collection of SQL 
statements which can be used for the respective analysis. 

Optimized SQL statements to be executed on the cloud provider’s database server are further input 
for the following next two process steps. All inputs for the respective steps are illustrated by Figure 9. 

In section 3.3 (Hot State Analysis), we outline how the initial encryption can be optimized by 
encrypting data into the “Hot State” directly. Encrypted data consists of multiple onions and encryption 
schemes. For some SQL queries, one or more layers have to be removed prior to an SQL execution. 
An encrypted database in its hot state has all these layers already removed, such that for a set of 
predefined SQL statements, no further layer adjustment is necessary. This not only saves time during 
the execution of these SQL statements, it also saves time during the initial encryption, as the number 
of encryption schemes is reduced. Hence, the overall computation time for data encryption is reduced. 

 

Sensitivity 
Selection

SQL Preparation
Hot State 
Analysis

Storage 
Optimization

Legacy Data 
Encryption
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Section 3.4 (Storage Optimization) describes a very efficient mechanism to optimize the actual 
storage space at the cloud provider given that different deterministic as well as additive homomorphic 
encryption schemes are used. 

 

Figure 9: Input for the steps of the Provisioning Process  

The final fifth step is the encryption of the data using the onion structure which was the outcome of 
the previous four steps. The initial design will be presented with deliverable D5.2.  

3.1 Sensitivity Selection 

Encryption schemes allowing the execution of query operators over encrypted data (such as the ones 
introduced in section 2.3) have been proposed recently. Recent work by [14] shows that the general 
direct processing of encrypted data is an achievable goal and was recently confirmed in a larger 
industrial setting [20]. Encrypting cleartext in so called onions allows to maintain the data processing 
functionality. Each layer of an onion supports some SQL operations, with varying security 
characteristics. Yet, it is not practical to encrypt all columns in a table with the same onion structure. 
For example, some columns may not require any encryption as they do not contain any sensitive 
material. Other columns may, for company specific compliance regulations, always require to be 
encrypted using a specific scheme when outsourced.  

We believe that a more flexible configuration management is required before outsourcing the data 
from on-premise to a database-as-a service cloud in order to promote a wider industrial adoption of 
the direct processing of encrypted data. In this section, we first present a policy-based configuration 
framework for encrypted data allowing the data owner to specify the security policy to be applied over 
the outsourced data. Second, we propose an algorithm allowing to detect conflicts between security 
and utility requirements. Lastly, we propose a heuristic, polynomial-time algorithm that finds a 
combination of encryption schemes that satisfies a policy 𝑃 and provides the best security level. 

The work in this section 3.1 is supported and created at SAP, published in [21] and builds the 
foundation for the data provisioning process. 
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3.1.1 Problem Description 

3.1.1.1 Security Levels 

The encryption layers of adjustable encryption correspond to different security levels. We claim that 
randomized encryption is at least as secure as deterministic encryption, which is at least as secure as 
order-preserving encryption. We argue as follows.  

We instantiate randomized encryption (RND) with AES in CBC mode and make use of randomized 
initialization vectors. This construction is known to be semantically secure, which implies it provides 
indistinguishability under chosen plaintext attacks (IND-CPA). As such, chosen plaintext attacks are 
clearly prevented. 

Deterministic encryption (DET) allows chosen plaintext attacks if the key is known or there is an 
encryption oracle. We only utilize symmetric encryption in an encrypted database. Therefore, it should 
be difficult to obtain the key or construct such an oracle. If a plaintext is encrypted and stored more 
than once, deterministic encryption also allows frequency analysis as described in [22]. This is the 
case in most real databases, if not all. For that reason, we claim that deterministic encryption is less 
secure than randomized encryption.  

The order-preserving encryption (OPE) scheme used by SAP is also deterministic [4] [3], such that all 
attacks on deterministic encryption also work on order-preserving encryption. In addition, it preserves 
the order, which enables many more attacks [23]. Xion et al. conclude that order-preserving 
encryption leaks at least half of the plaintext bits [24]. Clearly, order-preserving encryption is the least 
secure choice.  

Next to these encryption levels, we use homomorphic encryption (HOM) for aggregation. Specifically, 
we use Paillier encryption [8]. Paillier encryption is secure against chosen plaintext attacks just like 
randomized encryption. Furthermore, similar to onion encryption, homomorphic encryption can be 
downgraded to deterministic encryption. According to the approach by Bellare et al. [6], we can 
choose a deterministic randomization parameter. This has the added benefit that dictionary 
compression is as effective as on plaintext data [25] (for further details, see section 3.4). 

3.1.1.2 Security Requirements and the Need for Policy Configuration 

Considering the security levels from Section 3.1.1.1 the data owner may realize that certain queries 
may put his data at risk. These queries may adapt the encryption level to an unsafe state, e.g., order-
preserving encryption, for a certain set of data. Even certain security standards, such as the PCIDSS 
(Payment Card Industry Data Security Standard), may require certain encryption levels. Therefore, 
the data owner may want to specify a security policy defining which encryption levels are allowed for 
which database columns. He may want to prevent specific data from ever reaching a specific 
encryption state. To achieve this, he can use the approach for specifying policies we propose in the 
next section. 

3.1.1.3 Policy Enforcement 

The specified policies need to be enforced in the encrypted database. If an encryption level is not 
present, it cannot be decrypted to and if an encryption scheme is not allowed, it does not need to be 
present. We therefore omit the encryption levels prevented by the specified policy. If one should not 
be able to decrypt to order-preserving encryption, the data value will not be encrypted with an order-
preserving encryption scheme. This has the positive side effect that ciphertexts may get smaller and 
encryption is more efficient. One important question remains: what to do with queries that functionally 
require an encryption level that is prohibited by the security policy. In this case, one transfers the 
involved ciphertexts to the client. There, they get decrypted and the query is executed. The client 
query analysis algorithm described in section 3.2 allows splitting a query into a local and a remote 
part. Using this approach, only the minimally necessary part of the query according to the security 
policy will be executed on the client.  
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3.1.2 Policy Configuration 

In this section, we first present the model of the system and the specification of the policy. Afterwards, 
we present an algorithm allowing to detect conflicts between the constraints of the policy. We then 
propose an efficient algorithm allowing to enforce the policy while resolving the detected conflicts. 

3.1.2.1 System Model 

The data that should be outsourced is stored in a relational database 𝐷. The database is composed of 
a collection of relational tables 𝑇 = {𝑇1, … , 𝑇𝑛}  and each of these tables 𝑇𝑖  contains a collection of 

attributes 𝐴𝑇𝑖
= {𝑎1,𝑖 , 𝑎2,𝑖 , … }. The system contains a toolbox 𝐸 composed of a set of 𝑚 encryption 

schemes {𝐸1, … , 𝐸𝑚} that can be used to protect outsourced data. Each encryption scheme 𝐸𝑖 ∈ 𝐸 is 
characterized by a security level 𝑙𝑖  and a set of functionalities 𝐹𝑖 ⊆ 𝐹. Let 𝐹 be the set of functional 

requirements that can be required over the data to be outsourced and 𝐿 be the set of security levels 

provided by 𝐸. 

3.1.2.2 Policy Modelling 

We model the requirements defined by the data owner in a simple yet powerful way. Requirements 
are expressed using confidentiality, security threshold and utility constraints. 

Definition 1. (Confidentiality constraint) Given a relational table 𝑇𝑖 ∈ 𝑇 containing a list of attributes 𝐴𝑇𝑖
, 

a confidentiality constraint defined over 𝑇𝑖 is a singleton set 𝐶𝐶 = {𝑎}, where 𝑎 ∈ 𝐴𝑇𝑖
. 

Semantically speaking, a confidentiality constraint 𝐶𝐶 states that the value assumed by the attribute in 
𝐶𝐶 is considered sensitive and therefore must be protected. 

Definition 2. (Security threshold constraint) Given a relational table 𝑇𝑖 ∈ 𝑇 and an attribute 𝑎 ∈ 𝐴𝑇𝑖
. A 

security threshold constraint 𝑇𝐶𝑎 over the attribute 𝑎 is a security level 𝑙 in 𝐿: 𝑇𝐶𝐴 = 𝑙, where 𝑙 ∈ 𝐿. A 
security threshold constraint defined over the attribute 𝑎 is well-defined if and only if there exists a 

confidentiality constraint 𝐶𝐶 such that 𝑎 ∈ 𝐶𝐶.  

Security threshold constraints allow the data owner to specify a security level threshold for each 
sensitive attribute. The semantics of a security threshold constraint 𝑇𝐶𝑎 is that the security level of the 
sensitive attribute 𝑎 must be at least as high as the security level 𝑙.  

Definition 3. (Utility constraint) Given a relational table 𝑇𝑖 ∈ 𝑇 and an attribute 𝑎 ∈ 𝐴𝑇𝑖
, a utility 

constraint 𝑈𝐶𝑎  over the attribute 𝑎 is a set of functionalities 𝐹𝑎 = {𝑓1, … , 𝑓𝑛}, where 𝐹𝑎 ⊆ 𝐹.  

Confidentiality protection is provided at the expense of data utility. A utility constraint offers the data 
owner the ability to require that some functionalities on his data must be provided. 

3.1.2.3 Policy Conflict Detection 

A policy conflict occurs when objectives of two or more constraints cannot be satisfied at the same 
time. In more detail, conflicts may occur between security threshold constraints and utility constraints. 
The purpose of conflict detection is to determine all, if any, policy conflicts present in a given set of 
constraints. In order to do so, our conflict detection algorithm performs two basic steps. First, for each 
security level 𝑙 ∈ 𝐿, we obtain the set of functionalities 𝐹𝑙  provided by encryption schemes possessing 

a security level of at least 𝑙. Then, for each sensitive attribute having 𝑇𝐶𝑎 = 𝑙𝑎  as a security threshold 
constraint and 𝑈𝐶𝑎 = 𝐹𝑎  as a utility constraint, we check if the set of functionalities 𝐹𝑙𝑎

 we got from the 

previous step for the level 𝑙𝑎  is a superset of 𝐹𝑎. If it is not, we deduce that there is a conflict between 

𝑇𝐶𝑎  and 𝑈𝐶𝑎. The set of conflicts of a given policy is determined as described in Algorithm 1.  

Example 1. Let 𝐿 = {𝑅𝑁𝐷, 𝐷𝐸𝑇, 𝑂𝑃𝐸} be the set of security level that can be provided from the set of 

encryption schemes 𝐸 = {𝐸1, 𝐸2, 𝐸3}. Suppose that the 𝐸1, 𝐸2, and 𝐸3  provide respectively 𝑅𝑁𝐷, 𝐷𝐸𝑇, 

and 𝑂𝑃𝐸, and satisfy respectively the functionalities ∅, {𝐸𝑞𝑢𝑎𝑙𝑖𝑡𝑦, 𝐽𝑜𝑖𝑛} and {𝑀𝑖𝑛, 𝑀𝑎𝑥}. Suppose that 

we want to enforce a policy composed of two constraints 𝑇𝐶𝑎 = 𝐷𝐸𝑇 and 𝑈𝐶𝑎 = {𝐽𝑜𝑖𝑛, 𝑀𝑖𝑛}. By 

performing the first step of Algorithm 1, we deduce that 𝐹𝑅𝑁𝐷 = ∅, 𝐹𝐷𝐸𝑇 = {𝐸𝑞𝑢𝑎𝑙𝑖𝑡𝑦, 𝐽𝑜𝑖𝑛} and 𝐹𝑂𝑃𝐸 =
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{𝐸𝑞𝑢𝑎𝑙𝑖𝑡𝑦, 𝐽𝑜𝑖𝑛, 𝑀𝑖𝑛, 𝑀𝑎𝑥}. The second step of Algorithm 1 yields 𝑈𝐶𝑎 ⊈ 𝐹𝐷𝐸𝑇, which means that 𝑇𝐶𝑎  

and 𝑈𝐶𝑎  are conflicting constraints. 

 

Algorithm 1: Conflict detection 

3.1.2.4 Policy Satisfaction 

A policy to be enforced on an outsourced database is composed of security and utility constraints. 
Those constraints can be satisfied through the application of encryption schemes. A remaining 
challenge is to find the best combination of encryption schemes satisfying the set of constraints 
defined for each sensitive attribute in the outsourced database. 

Definition 4. (Combination of encryption schemes) Let 𝐸 be the set of available encryption schemes in 

the system, a combination of encryption schemes is a subset 𝐶 ⊆ 𝐸. 

Definition 5. Let 𝐶 = {𝐸1, … , 𝐸𝑚} be a combination of encryption schemes applied to the attribute 𝑎 and 

𝑙𝑖  be the security level provided by the encryption scheme 𝐸𝑖, 1 ≤ 𝑖 ≤ 𝑚. The security level of the 

attribute 𝑎 provided by the application of 𝐶 is 𝑙, if the following conditions hold:  

 𝑙 ∈ {𝑙1, … , 𝑙𝑚} 

 ∀𝑙𝑖 ∈ {𝑙1, … , 𝑙𝑚}, 𝑙𝑖 is at least as secure as 𝑙. 

Note that the above definition requires the security level provided by the combination of schemes in 𝐶 

to be the lowest security level provided by the application of each encryption scheme in 𝐶. A strategy 
to find the combination of encryption schemes satisfying the chosen policy consists of finding the best 
combination of encryption schemes. That is, it provides the highest level of protection for sensitive 
data, while minimizing the number of involved encryption schemes. We formalize this problem as 
follows: 

Problem 1. (Best combination of encryption schemes) Let 𝑃 be a policy, 𝐶 = {𝐶1, … , 𝐶𝑛} be a set of 

combinations of encryption schemes that satisfy the policy 𝑃, and 𝑙𝑖  be the security level provided by 
the application of the combination 𝐶𝑖, with 1 ≤ 𝑖 ≤ 𝑛. 𝐶𝑘  is the best combination of encryption schemes 

in 𝐶 satisfying 𝑃 if the following conditions hold:  
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 ∀𝐶𝑗 ∈ 𝐶, 𝑙𝑘 is at least as secure as 𝑙𝑗  . 

 ∀𝐶𝑗 ∈ 𝐶, |𝐶𝑘| ≤ |𝐶𝑗|.  

3.1.2.5 Heuristic Search 

We propose a near-optimal heuristic for finding a combination of encryption schemes satisfying a 
policy 𝑃. Our heuristic is based on a constructive method building a solution step by step. The used 
method is based on choosing the best satisfier of the chosen policy for each iteration. 

Definition 6. (Best Satisfier) Let 𝑃 be a policy composed of two constraints: a security threshold 

constraint 𝑇𝐶𝑎 = 𝑙 and an utility constraint 𝑈𝐶𝑎 = {𝑓𝑎1
, … , 𝑓𝑎𝑛

}. Both constraints are defined for 

sensitive attribute 𝑎. Let 𝐸 = {𝐸1, … , 𝐸𝑚} be the set of available encryption schemes. 𝐸𝑖 ∈ 𝐸 is a best 
satisfier if the following conditions hold:  

 The security level 𝑙𝐸𝑖
 is at least as secure as 𝑙.  

 ∀𝐸𝑗 ∈ 𝐸, 𝑙𝐸𝑗
 is at least as secure as 𝑙 and |𝐹𝐸𝑖

∩ 𝑈𝐶𝑎| ≥ |𝐹𝐸𝑗
∩ 𝑈𝐶𝑎|, where 𝐹𝐸 is the set of 

functionalities satisfied by 𝐸.  

The second condition in the above definition states that 𝐸𝑖 is the best satisfier if it satisfies the highest 

number of functionalities in 𝑈𝐶𝑎 compared to other encryption schemes in 𝐸 satisfying 𝑇𝐶𝑎. 

 

Algorithm 2: Policy satisfaction 

Algorithm 2 shows our heuristic algorithm for computing for each sensitive attribute, a combination of 
encryption schemes satisfying the constraints defined over it. The algorithm takes as input the set of 
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attributes 𝐴 in the to be outsourced database, the policy 𝑃 to be enforced over the set of attributes 𝐴, 

the set of available encryption schemes 𝐸 that can be used to enforce the policy 𝑃, the set of security 

levels 𝐿, and outputs the set of combinations of mechanisms 𝑆 that efficiently enforce the policy 𝑃. For 
conflicting constraints, the algorithm returns a set of propositions 𝐶𝑃 to aid in resolving the conflicts.  

3.2 SQL Preparation 

Approaches for storing data in an encrypted database which allow processing SQL queries over it are 
already well known [1] [25]. The usual setup is twofold: There is a database located in an untrusted 
zone, storing data in encrypted form such that it is protected from the curious eyes of an 
administrator. Then there is a client located in a trusted zone which possesses the encryption keys for 
preparing valid SQLs and decrypting selected results. There are, however, SQL operations which 
cannot be executed solely over encrypted data.  

The fundamental problem is that current state of the art encryption schemes either cannot fully 
provide the requested information or require an improper time for calculation to be used in a cloud 
scenario [26]. The way handling such situations is to let the client split the SQL execution into a part 
executed on the database over encrypted data (remotely) and a part which is executed over 
decrypted intermediate results in the safe client environment (locally).  

This client-server split, in theory, enables the client to execute arbitrary SQLs in the given scenario. 
However, the drawback of this is a, for now, unavoidable increase in execution time and resources. 
Conflicting situations induced by the lack of information on the encrypted remote database are solved 
by sacrificing performance on various levels. These losses result mainly from the transfer of large 
partial results to the client and their subsequent decryption.  

In this section, we analyse the reasons which require client-server splits with respective client side 
SQL executions and report on experiences of real world scenarios. We further report on an algorithm 
to optimize the SQL execution plan such that the necessary communication is significantly reduced 
compared to SQL execution plans enhanced according to regular database optimization mechanisms.  

Our results show that it is possible to execute virtually all valid SQL statements on encrypted data by 
separating them into remote and local parts. The induced communicational overhead can be reduced 
by up to 99% for selected queries when compared to classical cost-based query optimization. Taking 
all chosen queries into account, we are able to save 50% of the communicational overhead.  

Nevertheless it is often not possible to optimize the query for specific classes of conflicts through 
transformation solely. Even with knowledge about the distribution of the data the amount of data to be 
transferred cannot be reduced regarding these cases.  

3.2.1 Design 

Some SQL queries over encrypted data potentially require the split of a query between client and 
server such that the query can actually be executed. The reason often lies in the incompatibility of 
query operators and available encryption schemes. This requires that these operations are executed 
on the client side where they can be performed on decrypted data (and, hence, no limitations apply). 
The position where we split an SQL query is usually determined by the operator which cannot be 
executed on server side.  

The challenge we address is the notion of an optimized execution of such SQL queries. Our 
optimization arises from a calculated movement of such incompatible operators within the sequence 
of execution of all query operators. Finding and optimizing a query is more convenient if the SQL 
query is transformed into an extended relational algebra (e.g., by using methods described in [27]). 
This results in an operator tree where the nodes reflect operators and leaves reflect input relations. 
The data flow is assumed from the leaves towards the root node, while the operators process the 
input from branches of their child nodes and provide the result towards their father nodes.  

This operator tree is used to detect conflicts with operators forcing a client-server split. In section 
3.2.1.1 we further elaborate how this algorithm is able to detect these adverse situations. Moreover, in 
3.2.1.2 we explain how the representation of the query as operator tree can be used to ensure a 
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higher SQL coverage by allowing partial query execution on plaintext in a trusted environment at the 
client-side. Afterwards we propose an algorithm that uses the conflicts detected to determine an 
expedient distribution of workload between client and server. Finally, in 3.2.1.3 we suggest an 
algorithm that utilizes a set of equivalence rules for the extended relational algebra in order to 
diminish the negative impact of the Client-Server Split. 

3.2.1.1 Split Causes 

First of all, we scan the operator tree for conflicting situations, the so called split causes. Generally, a 
node in the tree is classified as a split cause if one of its encrypted incoming branches does not 
provide the necessary information for the node’s operator to be processed. More specifically, we 
distinguish between three different types of split causes:  

3.2.1.1.1 Unavailable Encryption Scheme  

There are SQL operations (such as the LIKE operator) for which currently no efficient encryption 
schemes are available. If there is no fitting encryption scheme available for a specific operation it will 
cause a conflict in the tree. For example, in our current setup the usage of pattern based string search 
with wildcards is not possible. The query in Figure 10 contains such an expression and will lead to a 
conflict, since P_TYPE NOT LIKE ’MEDIUM POLISHED%’ cannot be evaluated: 

 

Figure 10: Unsupported operator for wildcard search. 

3.2.1.1.2 Missing Property-preserving Encryption Scheme 

Data on the remote database is encrypted using different encryption schemes to enable the execution 
of SQL operations. However, there are multiple reasons data was not encrypted with a required 
scheme and, hence, there is no fitting onion layer available to perform the requested operation [17].  

Some encryption schemes leak more information than others and, hence, may be more vulnerable for 
possible attacks due to the underlying distribution of data, e.g. frequency analysis on low entropy-
values. Assume the data owner therefore decided certain data columns should not be available with 
some of the encryption schemes to sustain a high level of protection by sacrificing server-side 
functionality [21].  

Moreover, storing data with multiple encryption schemes in parallel increases the required storage 
space. For cost saving reasons whole onions might be neglected if their access rate is expected to be 
very infrequent. 

3.2.1.1.3 Incompatible Aggregates  

There are split causes whenever one or more operators rely on the outcome of a function, but require 

a different encryption scheme as the function. For example, assume an ORDER BY operator tree 
which should be applied over the results of a homomorphic sum operator. This is shown in Figure 11, 
line 6. 

 

 

Figure 11: Order by homomorphic sum conflict 
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Figure 12 shows the corresponding operator tree. It illustrates the conflict between the result of the 
aggregation SUM(X) and the sorting ORDER BY SUM(L_P_DISC_PRICE). While the latter operation 
requires an order-preserving input its predecessor provides (incompatible) additive homomorphic 
encrypted values. 

 

Figure 12: Trying to order the result of a homomorphic sum will cause a conflict. 

 

3.2.1.2 Client Server Split 

Split causes need to be handled transparently such that the client does not have to consider potential 
issues when executing an SQL query. We present a method that allows arbitrary SQLs to be 
executed in this particular scenario by supporting partial processing in the client environment. The 
corresponding workflow described next is divided into the analysis of the operator tree and the 
execution of resulting tasks. 

3.2.1.2.1 Execution Plan Generation 

We focus on evaluating the operator tree since subsequent steps will depend on this execution plan. 
First, we scan for conflicting nodes and mark them for client-side (local) execution. Then we cut off 
branches below the conflicting nodes such that non-conflicting operations are separated from these 
split causes and their ascendants. The resulting branches are free of conflicts and can therefore be 
executed on the remote database.  

The part above the splits should be executed on the client side. We illustrate this in Figure 13 for a 
sample tree consisting of joins, selections and table scans. In this example 𝜎1 is the conflicting 
operator. We cut the branch below this operator and it remains the table scan for PART to be 
executed on the database. The operation 𝜎1 and everything attached to it has to be executed (on 
decrypted values) on the client side. This requires further cuts as illustrated in Figure 13. We explain 
them when describing the respective split algorithm next. 
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Figure 13: The process of remote query separation and conflict detection 

3.2.1.2.2 The Split Algorithm 

An algorithm is required which selects all possible split causes and respective cut positions within an 
operator tree. Please note that there are at least as many but possibly more cut positions than split 
causes. We’ll describe our algorithm below and give examples based on the SQL query in Figure 14 
and its corresponding, already illustrated operator tree given with Figure 13. 

 

 

Figure 14: Only exact string-matching is allowed in the current setup 

We scan the operator tree bottom-up and evaluate for each node whether it is a split cause. We 

differentiate between binary and unary type of nodes. For unary operators, e.g. selections, 
projections, or aggregations, we consider them for local execution if any of the above listed split 
causes applies and none of its descendants is already considered for local execution. We cut the 
branch below this unary operator. Hence, we check the state of a unary operator 𝑈 and its successor 

𝑆. If 𝑈 requires a local execution, but 𝑆 does not, the edge between 𝑈 and 𝑆 is removed and the 
scanning continues.  

In our sample query the unary operation P_TYPE NOT LIKE ’MEDIUM POLISHED%’ is a split cause and 
must be executed on decrypted values locally. Hence, the algorithm shown in Figure 16 cuts the 
branch between the relation 𝑃𝐴𝑅𝑇 and 𝜎1. Figure 15, step one illustrates this case. 
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Figure 15: Essential steps for separating the operator tree regarding sample query 

 

 

Figure 16: Split evaluation for unary operators 

When approaching a binary operator 𝐵 two possible cases are evaluated: If at least one of its children 
is meant to be executed locally, the binary operator is also executed locally. A child operator which 
can be performed on the database is truncated. The algorithm for this process can be seen in Figure 
17.  

 

 

Figure 17: Split evaluation for binary operators 
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For better comprehension of the split handling regarding binary operators the necessary actions are 
visualized in Figure 15 steps two and three. For the cut we create a temporary virtual relation inside 
local database with a unique identifier. Its relational scheme corresponds to the root operator of the 
separated branch.  

At this point it is possible to filter out columns, which are not necessary for the remaining client-side 
operators. Therefore a pre-split-projection is attached on top of the branches former root. Essential 

columns are determined by collecting the column usages of each client-side operator on the affected 
path. This is a first countermeasure against the problem of transferring large data sets we face 
inevitably.  

The sample query given in this sub-section, however, requires all collected attributes and therefore no 
additional projections are inserted. Ensuing to this process the cut off branches are translated into 
SQL statements which are then executed on the remote database. Afterwards the corresponding 
outcome of each query is decrypted and stored in the virtual tables. In a last step the intermediate 
results are synthesized by the remaining trunk which contains the split causes. The separated 
branches and the corresponding SQL statements can be seen in Figure 15 step four. 

3.2.1.3 Optimizing the Operator Tree 

By using the described architecture it is not possible to fully avoid conflicting situations. Nonetheless 
we still can reduce their negative impact on query performance by rearranging operators in the tree to 
enhance the execution. With the following greedy transformation algorithm we focus on the reduction 
of communication cost between client and remote database. 

The concept bases on the fundamental idea that most of the operators in a tree reduce the size of 
their input while only few extend it. Hence under this assumption with more operators being executed 
on encrypted data the overall communication cost is reduced. Additionally the client database is 
relieved from further query processing at the same time. To achieve this we use equivalence rules of 
the extended relational algebra so that split causes are moved to a more promising position in the 
tree, preferably closest to the root. 

The algorithm consists of two phases: pre-processing and transformation. In the first one the tree is 
scanned for conjunctive selection criteria. These are then decomposed into chains of atomic 
expressions in order to attain a higher degree of flexibility which is a desired feature for the upcoming 
transformation. In the second phase the tree is scanned bottom-up. When encountering a split-cause 
or an operator which is marked as “processed” it continues in scanning the next parent node. If this is 
not the case the reordering process is triggered. The algorithm will check if the current operator can 
switch places in the tree with its child. If an applicable equivalence rule is found in the set of rules the 
operator will be pushed down and the process is triggered again in a recursive manner. If this is not 
the case the operator is marked as “processed” and the bottom-up scan continues.  

Note that in this work we do not explain the used relational algebra rules since the approach is 
extensible in this regard and the rules are well known in the relational database community [28]. As a 
result of this algorithm we achieve maximal workload on the encrypted database and ideally a minimal 
communicational overhead under the mentioned assumption. The pseudo code algorithm for this 
concept can be seen in Figure 18. 
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Figure 18: Algorithm for pulling up split causes in the tree as far as possible 

As an example consider the query in Figure 19. Without any optimization the tables 𝑃𝐴𝑅𝑇, 𝑆𝑈𝑃𝑃𝐿𝐼𝐸𝑅 

and 𝑃𝐴𝑅𝑇𝑆𝑈𝑃𝑃 would have to be transferred to the client. This results in 1420000 cells to be 
transferred to the client, which have to be decrypted as well. Furthermore all the operators except the 
table scans have to be processed by the client. However when applying our transformation algorithm 
it is possible to pull up the split cause above every other operator. Hence, the majority of calculation is 
handled by the remote database and only 115272 cells are transferred to the client which saves over 
87% of the communicational overhead. This situation is visualized in Figure 20 for better 
comprehension. 

 

 

Figure 19: The operation highlighted forces remote query execution 
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Figure 20: Optimized and non-optimized version of the sample query 

Applying the presented technique we maximize the amount of operations executed on the server 
when using the split explained strategy. However, there are certain situations evoked by joins in which 
this will increase the size of the relation to be transferred. 

The invoked communication cost highly depends on the selectivity of the join criteria. When opting for 
reducing the amount of data to be transferred the result-set of a join between two relations R and S 
shall not exceed the boundary |R|  +  |S|. In this particular scenario we can assure referential integrity 

for 𝑃_𝑃𝐴𝑅𝑇𝐾𝐸𝑌 =  𝑃𝑆_𝑃𝐴𝑅𝑇𝐾𝐸𝑌 and 𝑆_𝑆𝑈𝑃𝑃𝐾𝐸𝑌 =  𝑃𝑆_𝑆𝑈𝑃𝑃𝐾𝐸𝑌.  

Hence, the size of the join is guaranteed to be max(|𝑅|, |𝑆|)  ≤  |R|  + |S|. If this is not the case this 
boundary can be exceeded and processing the join in the safe environment becomes a more 
profitable solution. Hence, without knowledge about the cardinality of the relations 𝑃𝐴𝑅𝑇𝑆𝑈𝑃𝑃, 𝑃𝐴𝑅𝑇 

and 𝑆𝑈𝑃𝑃𝐿𝐼𝐸𝑅 it is not possible to determine whether it is more profitable to move the split cause 
above the join criteria or keep it in place. Additionally the column usages also play a major role in this 
decision. Consider the example in Figure 21. 

 

 

Figure 21: Searching in strings using patterns containing wildcards is not supported 

When joining the Tables 𝑃𝐴𝑅𝑇 (200000 rows), 𝑆𝑈𝑃𝑃𝐿𝐼𝐸𝑅 (10000 rows) and 𝑃𝐴𝑅𝑇𝑆𝑈𝑃𝑃 (800000 
rows) on the remote database the size of the relation grows to 800000. Since the client requested 
three columns from 𝑃𝐴𝑅𝑇 and one additional column is required for the split cause we have to 
transfer 4 · 800000 cells instead of the usual 3 · 200000 + 1 · 800000. For better comprehension the 
situation is illustrated in Figure 22. To avoid producing a worse operator tree we can ask the server for 
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an estimation of the result set size. By choosing the more profitable split point we ensure the outcome 
of the transformation to be at least as good as the original in terms of communication cost. 
 

 

Figure 22: Creating a worse representation of the query will be prevented by requesting a result estimation 

3.3 Hot State Analysis 

3.3.1 Overview 

Enterprise Resource Planning (ERP) and other business applications connecting to a database 
usually run a large set of SQL queries against the database. Many of them are executed frequently, 
others are executed only a few times. 

We previously described that executed SQL queries may require the removal of one or more 
encryption layers, given a database using the SEEED approach for storing encrypted data. Removing 
a layer requires a considerable amount of time within which the execution of the SQL query is blocked 
and cannot be executed. The reason for this large delay is that every entry within one or more 
database columns has to be decrypted and replaced with the corresponding decrypted value. 
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Figure 23: Plaintext (decrypted) and ciphertext values of two columns using different encryption schemes 

Figure 23 shows two example columns (Customer and Amount) in their encrypted (right) form 
alongside their plaintext values (left). Note that the rightmost Amount column is encrypted with respect 
to the onion’s top most layer: randomized encryption. Hence, same plaintext values result in different 
ciphertexts, as can be seen when comparing the first and last rows. The Customer column on the 
other hand had its outermost layer removed, resulting in the onion’s second top-most layer to appear. 
This second layer uses a deterministic encryption scheme such that same plaintexts (e.g.., “Smith”) 
are encrypted to the same ciphertexts. 

Currently, layer removal is performed during the analysis of an SQL statement within the JDBC driver 
responsible for preparing, encrypting and executing it. The analysis includes the selection of a specific 
and optimal set of onions [17] required for the execution of the given statement such that all 
expressions can be executed. Following onion selection, the driver checks which layers of the onions 
are currently present (i.e., the state of an onion) and whether, given the SQL expression analysis, 
layers have to be removed.  

The goal is to prevent the removal of layers during the execution of an application, but rather to have 
the table already in its “hot state”.  

Assume an application running on encrypted data as described above. Moreover, assume each 
application has a fixed and sometimes an additional dynamic set of queries which are executed while 
the application is running. For the sake of explanation, we continue to assume that the application 
only has a fixed set of distinct queries. With each single query sent to the JDBC driver to be executed 
on the encrypted data, one or more layers are removed such that the query can be executed. Note 
that the onion remains in this new state (i.e., with its layer removed). We do not add layers anew after 
the completion of an SQL query.  

Over time, the execution of the application comes to a point where a large subset of the total set of 
queries have been executed. All the required layer removals (i.e., onion adjustments) for the query 
executions have been performed and the states of the onions stabilize. Obviously, the execution of a 
previously executed query does not require any additional onion adjustments. This is when the 
database is in its hot state. 

3.3.2 Query Analysis 

The idea of getting the database into its hot state with respect to a specific set of applications is to 
analyse the applications’ fixed set of SQL queries. The source for this set of queries may for instance 
be the applications’ source code or a trace of SQL statements. As we assume to migrate existing data 
to a new secure database in the cloud, it is safe to assume the application was already running 
connected to a database and that it is possible to export historically executed queries.  
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Ideally these SQLs have already been processed and optimized as described in the previous step 
(section 3.2) such that only the part of the SQL to be executed on the server-side must be considered 
in this section.  

3.3.2.1 Expressions and Layer Removals 

There are several expressions which require a potential layer removal. Table 3 below lists the 
mapping between expressions and corresponding encryption schemes. Expressions not listed are 
currently unsupported (e.g., LIKE or any arithmetic function). 

 

Expression Encryption Scheme 

EQUALS (no join) DET, JOIN, OPE 

GREATER (EQUALS) THAN, 
LOWER (EQUALS) THAN 

OPE 

EQUALS (implicit joins),  
INNER & OUTER JOINs (explicit joins) 

JOIN, OPE 

SUM HOM 

GROUP BY DET 

ORDER BY OPE 

Table 3: Mapping Expressions to Encryption Schemes 

The encryption schemes correspond to the different layers shown in Table 1. It is, however, not 
necessary to remove the layer from all onions available for a respective cleartext column. For 
instance, Table 1 states Onion 1 has two layers with the second one of them being used for the 
deterministic encryption scheme. It also states that Onion 2 and 3 contain layers for the order 
preserving encryption scheme (for the cleartext type Integer or String respectively). If now an 
EQUALS expression occurs, multiple onions having DET and/or OPE schemes are available for the 
statement to be executed.  

It is not necessary to remove the layers on all possible onions, but only for those required given all 
historic queries of the set of queries to be analysed. For instance, if one query requires DET for a 
column and another requires OPE for the same column, only the layers covering the OPE-layer need 
to be removed.  

The selection of the respective onions and its layers is a task of its own. The idea is that given a 
specific SQL statement, all cleartext columns within the statement are replaced by one of their 
respective encrypted onions, selected in accordance to the mapping given in Table 3. 

In our process to set the database into its hot state, we extract the set of onions and layers required 
for the execution of each SQL statement. This gives the information which layers have to be removed 
to set the database into its hot state. We now give further details about the selection algorithm based 
on a TCP-H SQL statement: 

SELECT  
O_ORDERPRIORITY, COUNT(*) as order_count,  

FROM  
ORDERS  
WHERE  

O_ORDERDATE >= ‘1993-07-01’ AND O_ORDERDATE < ‘1993-10-01’AND EXISTS  
(SELECT * FROM LINEITEM WHERE L_ORDERKEY = O_ORDERKEY AND L_COMMITDATE < 
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L_RECEIPTDATE) 
GROUP BY O_ORDERPRIORITY 
ORDER BY O_ORDERPRIORITY 

The SEEED JDBC driver parses the SQL and transforms it into an operator tree. Based on the 
operator tree, the onion selection algorithm selects the appropriate onions with respect to the 
expressions within the operator tree. The result of the onion selection is used to ‘encrypt’ the SQLs 
parameters and payload. Finally, the operator tree is transformed back into an SQL statement that 
can be executed directly on the encrypted database. 

 

Table Column Onion Layer Reason 

ENC_ORDERS 

ENC_O_ORDERPRIORITY 
1 DET GROUP BY 

3 OPE ORDER BY 

ENC_O_ORDERDATE 3 OPE >=, < 

ENC_O_ORDERKEY 3 JOIN JOIN 

ENC_LINEITEM 

ENC_L_COMMITDATE 3 OPE < 

ENC_L_RECEIPTDATE 3 OPE < 

ENC_L_ORDERKEY 3 JOIN JOIN 

Table 4: Required layers for the given SQL statement 

The intermediate result of selected onions has to be extracted as this information should be used to 
pro-actively determine the onions and layers required. The intermediate result of onions and layers for 
the SQL above is shown in Table 4. 

3.4 Storage Optimization 

3.4.1 Overview 

Most column-store databases [29], [30], [31] internally make use of compression techniques such as 
dictionary compression [32] to save storage space. In the following the effects of the encryption 
schemes used in our encrypted database on those compression techniques are analysed. 
Furthermore, adjustments to the database structure allowing such techniques to be used without 
reducing security are presented. 

Dictionary compression [32] is a compression technique involving a data structure mapping short keys 
to longer values called dictionary. During compression, uncompressed values are added to the 
dictionary and replaced with shorter keys pointing into the dictionary. Multiple occurrences of the 
same value thus can be reduced in storage to pointers into the dictionary and a single dictionary 
entry. In databases, this technique can for example be used to compress multiple occurrences of the 
same value in a column. 

Unfortunately, dictionary compression does not work on values encrypted using schemes providing 
the highest level of security, i.e. randomized encryption. This is because randomized encryption with 
overwhelming probability yields a unique ciphertext, even if the same plaintext is encrypted using the 
same key. In this case, dictionary compression is actually a waste of space and might as well be 
turned off. 
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Luckily, there are other cases in which dictionary compression is useful, namely deterministic 
encryption. This is because deterministic encryption maps same plaintexts to same ciphertexts. In our 
previous example illustrated in section 3.3, several onions do not require the randomized encryption 
scheme, as can be seen in Table 4.  

Given the general onion structure depicted with Table 1 (cf. page 13) we can see that multiple onions 
contain layers with deterministic encryption schemes, in particular: Onion 1 - DET, Onion 2 - OPE, 
and Onion 3 – JOIN and OPE. Please note that a cleartext column might be represented by multiple 
encrypted columns (i.e., onions). 

It is safe to assume that an attacker has access to deterministically encrypted values if at least one of 
the onions for a given cleartext column is reduced to deterministic encryption. Therefore, we can also 
reduce the remaining onions associated with the same cleartext column to the respective 
deterministic layer, too, without reducing security. As a result, the data on which dictionary 
compression can be used is increased. 

3.4.2 Enforcing Deterministic Encryption by Layer Removals 

The overall goal for analysing a given SQL statement is not only to find the required layers for a 
successful SQL execution as described in the previous section. Instead, we also search all onions 
which exist in parallel that also contain a deterministic encryption layer. For security reasons, we only 
reduce to the top most layer containing a deterministic encryption scheme. For instance, in case of 
Onion 3, we only reduce to the JOIN layer, rather than to the lower and more insecure OPE layer. 

Table 5 shows the complete set of onions for which the layers can be adjusted in our running 
example. Layer removals due to the explained advantage on storage space are marked as such 
under the column ‘Reason’. 

 

Table Column Onion Layer Reason 

ENC_ORDERS 

ENC_O_ORDERPRIORITY 
1 DET GROUP BY 

3 OPE ORDER BY 

ENC_O_ORDERDATE 
3 OPE >=, < 

1 DET STORAGE 

ENC_O_ORDERKEY 
3 JOIN JOIN 

1 DET STORAGE 

ENC_LINEITEM 

ENC_L_COMMITDATE 
3 OPE < 

1 DET STORAGE 

ENC_L_RECEIPTDATE 
3 OPE < 

1 DET STORAGE 

ENC_L_ORDERKEY 
3 JOIN JOIN 

1 DET STORAGE 

Table 5: Additional layer adjustments for optimized storage. 
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3.4.3 Enforcing Deterministic Encryption on Homomorphic Schemes 

So far, we only considered the removal of additional layers from other onions to decrease storage 
space requirements. Another option is to encrypt the data to a format that harmonizes more with the 
available dictionary compression. It is important that this happens without compromising on security. 

We specifically look into data which is stored with randomized additive homomorphic encryption (e.g., 
encrypted with the algorithm described by Paillier [8]). The idea is to encrypt data with Paillier in a 
deterministic way, whenever other onions are also on a deterministic level.  

For the provisioning process we do an initial encryption of the legacy data in such a way that we 
directly chose a randomization parameter𝐻(𝑚, 𝑘1) which is dependent on the cleartext. This results in 
a deterministically encrypted column.  

Note that there is no security disadvantage, since the unified variant is only revealed when the 
deterministic encryption is revealed. Therefore an attacker can already make frequency attacks, even 
when some onions remain randomized. 

All other additive homomorphic encrypted data is encrypted with the above mentioned randomization 
parameter 𝐻(𝑚, 𝑘1) ∙ 𝐻(𝑖, 𝑘2) such that a later re-randomization is possible whenever a parallel onion 
gets onto its deterministic layer.  
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4 Conclusions 

In this work, we presented the design of a provisioning framework for the use case of a cloud 
customer that wants to outsource large amounts of on-premise data held in a relational database. 
This data needs to be encrypted on-premise in order to preserve confidentiality. The outsourcing 
process is non-trivial and requires a database system such as SEEED that allows processing SQL 
queries while providing confidentiality at the same time. We presented numerous improvements to the 
outsourcing process, either increasing security or improving performance. 

A sensitivity selection step in the provisioning framework allows data owners to associate each table 
column with a minimum security level. Additionally, supported SQL operations may be specified for 
each column. The system has to ensure that each column supports the expected functionalities 
without falling below the defined security level. We presented an algorithm for detecting conflicts 
between minimum security level and functional requirement specifications as well as an algorithm 
choosing an optimal set of encryption schemes to be applied. 

The encryption schemes used for confidentiality only allow a limited number of operations to be 
performed on encrypted data. Thus, it is not possible to completely evaluate some SQL queries at the 
cloud provider side. We extended the usual approach of client-server splitting and presented a query 
optimisation algorithm minimising the communication required between server and client. 

Additionally, we presented the concept of a Hot State Analysis, in which we use a set of historic 
queries to prepare an optimal initialization for the encrypted data.  

We also showed that storage can be optimised by switching all exposed encryption layers to 
deterministic encryption if deterministically encrypted ciphertexts are already visible for the same 
column. This is because dictionary compression in databases is efficient on deterministically 
encrypted data, while it is counterproductive when applied to probabilistically encrypted ciphertexts. In 
particular, we explained how data encrypted using Paillier’s randomized encryption can be re-
encrypted such that the encryption is deterministic from then on. 
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Appendix I Example for a Data Owner’s Sensitivity Selection 

In this appendix, we present our example from [21] involving a scenario based on the TPC-H [18] 
benchmark database, illustrating the first step of the provisioning process.  

We first give an overview of the TPC-H benchmark database structure. Afterwards, we present the set 
of encryption schemes that can be used in our scenario as well as a set of functionalities required for 
data processing and policies to be enforced on the database. Finally, we illustrate the use of our 
previously presented policy satisfaction algorithm to enforce the chosen policy on the TPC-H 
database. 

5.1.1.1 TPC-H database 

 

Figure 24: TPCH database 

The TPC-H database is composed of eight tables. Each attribute in the tables contains data for 
industrial resource management. The TPC-H benchmark provides 22 queries involving a multitude of 
SQL operations such as SELECT, JOIN, ORDER BY and so on. Figure 24 contains the conceptual 
model of the TPC-H database including foreign key relationships. 

5.1.1.2 System design 

As described in section 3.1.2.1, the used system is composed of a relational database 𝐷, a set of 

security layers 𝐿, a set of functional requirements 𝐹, and a toolbox 𝐸. In our case study, 𝐷 represents 

the TPC-H database, 𝐿 is composed of three security layers as explained in section 3.1.1.1: 𝑅𝑁𝐷 
(random layer), 𝐷𝐸𝑇 (deterministic layer) and 𝑂𝑃𝐸 (order preserving layer).  

Because we are working with relational databases, the set of utility requirements consists  
of SQL operators that can be used to query the database. In addition, we define  
the functionalities computation and order search. Computation represents the  

numeric computation over the attributes (e.g., SET ATTR = ATTR + 30), and order search represents 
the SQL operators (>, ≥, <, ≤, BETWEEN, MIN/MAX, ORDER BY). Thus 𝐹 =
{𝑒𝑞𝑢𝑎𝑙𝑖𝑡𝑦, 𝑗𝑜𝑖𝑛, 𝑔𝑟𝑜𝑢𝑝 𝑏𝑦, 𝑎𝑣𝑒𝑟𝑎𝑔𝑒, 𝑠𝑢𝑚, 𝑐𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛, 𝑙𝑖𝑘𝑒, 𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ}. The toolbox 𝐸 consists of 
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the encryption schemes described in the following. For each encryption scheme, we extract and 
specify the provided security level and the set of satisfied functionalities as presented in section 
3.1.2.1. 

AES-CBC: When used in CBC mode, AES provides probabilistic encryption which is semantically 
secure. Thus, it provides the security level RND. Apart from this, it does not allow any efficient 
computation over encrypted data. Therefore, 𝑙𝐴𝐸𝑆 = 𝑅𝑁𝐷 and 𝐹𝐴𝐸𝑆 = ∅. 

Paillier (Plr): It is based on secure probabilistic encryption which enables performing computation over 
encrypted data. A Paillier cryptosystem provides indistinguishability under an adaptive chosen-
plaintext attack (IND-CPA). It provides the security level 𝑅𝑁𝐷 and allows to perform SUM and AVG 
operations over the encrypted data. Thus, 𝑙𝑃𝑙𝑟 = 𝑅𝑁𝐷 and 𝐹𝑃𝑙𝑟 = {𝑠𝑢𝑚, 𝑎𝑣𝑔, 𝑐𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛}. 

SSE [33]: SSE is a symmetric searchable encryption, which is semantically secure (as long as there is 
no search token). It allows to perform search over encrypted data which gives the ability to perform 

MySQL's LIKE operator (with the restriction that it can only be searched for complete words; i.e., it is 
possible to search for a full last name, but not for a partial name, or any other word which includes 
wildcards). Based on these properties, the SSE is specified by 𝑙𝑆𝑆𝐸 = 𝑅𝑁𝐷 and 𝐹𝑆𝑆𝐸 = {𝑙𝑖𝑘𝑒}. 

Pohlig-Hellman (PH): This is a deterministic encryption scheme allowing logarithmic time equality 
checks over ciphertexts. Pohlig-Hellman encryption cannot achieve the security of probabilistic 
encryption, because it leaks which encrypted values correspond to the same plaintext value. It 
provides the security level 𝐷𝐸𝑇 and allows to perform equality, join, and group by over the encrypted 
data. Thus, 𝑙𝑃𝐻 = 𝐷𝐸𝑇 and 𝐹𝑃𝐻 = {𝑒𝑞𝑢𝑎𝑙𝑖𝑡𝑦, 𝑗𝑜𝑖𝑛, 𝑔𝑟𝑜𝑢𝑝 𝑏𝑦}. 

Boldyreva [4] [3] (Bdy): Boldyreva proposes an order-preserving, deterministic encryption which  
allows to perform order operations over encrypted data. As mentioned in section 3.1.1.1, in addition to 
the information leaked by via deterministic property, it reveals the order  
of encrypted values. The encryption scheme provides the security level 𝑂𝑃𝐸 and allows to perform 
equality, join, group by, and order search operations. Thus, 𝑙𝐵𝑑𝑣 = 𝑂𝑃𝐸 and 𝐹𝐵𝑑𝑦 =

{𝑒𝑞𝑢𝑎𝑙𝑖𝑡𝑦, 𝑗𝑜𝑖𝑛, 𝑔𝑟𝑜𝑢𝑝 𝑏𝑦, 𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ}. 

5.1.1.3 The policy 

In our scenario, the data owner of the TPC-H benchmark database requires the following security 
rules to be enforced: 

1. The given discount for any order should always remain top secret. 

2. The account balance for customers and suppliers should always remain top secret. 

3. The Name and Address of our suppliers should be confidential. 

4. The supply cost of individual suppliers must be confidential. 

5. Any pricing information must in general remain secret. 

6. All other information in the database is unclassified. 

The data owner used four levels to classify the data. The top secret classification level means that any 
leaked information about the data will cause grave damage. The secret level means that some 
information about the data values is allowed to leak if this does not lead to the revelation of the values 
themselves. The confidential level means that additional information about the data values may be 
leaked if they do not lead to the revelation of the values themselves. An unclassified level implies that 
the data is not sensitive and may be stored in plaintext. 

According to the properties of the security levels in 𝐿 described in section 3.1.1.1, we associate the 

top secret classification levels with the 𝑅𝑁𝐷 security level, the secret classification level with the 𝐷𝐸𝑇 

security level, and the confidential classification level with the 𝑂𝑃𝐸 security level. The previous rules 
are specified as follows: 

Rule 1: It involves the attribute L_DISCOUNT of the table LINEITEM. This rule is specified using the 
following confidentiality and security threshold constraints: 
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 𝐶𝐶1 = {𝐿_𝐷𝐼𝑆𝐶𝑂𝑈𝑁𝑇}, 𝑇𝐶1 = 𝑅𝑁𝐷 

Rule 2: This rule involves the attributes C_ACCTBAL and S_ACCTBAL from the tables CUSTOMER and 

SUPPLIER. It is specified using the following constraints: 

 𝐶𝐶2 = {𝐶_𝐴𝐶𝐶𝑇𝐵𝐴𝐿}, 𝑇𝐶2 = 𝑅𝑁𝐷 

 𝐶𝐶3 = {𝑆_𝐴𝐶𝐶𝑇𝐵𝐴𝐿}, 𝑇𝐶3 = 𝑅𝑁𝐷 

Rule 3: It involves the attributes S_NAME, S_ADDRESS, and S_NATIONKEY from the table SUPPLIER. It 
is specified using the following constraints: 

 𝐶𝐶4 = {𝑆_𝑁𝐴𝑀𝐸}, 𝑇𝐶4 = 𝑂𝑃𝐸 

 𝐶𝐶5 = {𝑆_𝐴𝐷𝐷𝑅𝐸𝑆𝑆}, 𝑇𝐶5 = 𝑂𝑃𝐸 

 𝐶𝐶6 = {𝑆_𝑁𝐴𝑇𝐼𝑂𝑁𝐾𝐸𝑌}, 𝑇𝐶6 = 𝑂𝑃𝐸 

Rule 4: It involves the attribute PS_SUPPLYCOST from the table SUPPLYCOST. This rule is specified 
using the following constraints: 

 𝐶𝐶7 = {𝑃𝑆_𝑆𝑈𝑃𝑃𝐿𝑌𝐶𝑂𝑆𝑇}, 𝑇𝐶7 =  𝑂𝑃𝐸 

Rule 5: This rule involves the attributes P_RETAILPRICE, L_EXTENDEDPRICE and O_TOTALPRICE from 

tables PART, LINEITEM and ORDERS. It is specified using the following constraints: 

 𝐶𝐶8 = {𝑃_𝑅𝐸𝑇𝐴𝐼𝐿𝑃𝑅𝐼𝐶𝐸}, 𝑇𝐶8 = 𝐷𝐸𝑇 

 𝐶𝐶9 = {𝐿_𝐸𝑋𝑇𝐸𝑁𝐷𝐸𝐷𝑃𝑅𝐼𝐶𝐸}, 𝑇𝐶9 = 𝐷𝐸𝑇 

 𝐶𝐶10 = {𝑂_𝑇𝑂𝑇𝐴𝐿𝑃𝑅𝐼𝐶𝐸}, 𝑇𝐶10 = 𝐷𝐸𝑇 

The data owner gives examples of queries which should be executed efficiently over the TPC-H 
database. 

Q1: 
SELECT L_RETURNFLAG, L_LINESTATUS, 
SUM(L_QUANTITY) AS SUM QTY, 
SUM(L_EXTENDEDPRICE) AS SUM BASE PRICE, 
SUM(1-L_DISCOUNT) AS SUM DISC PRICE, 
AVG(L_QUANTITY) AS AVG QTY, 
FROM LINEITEM 
WHERE 
L_SHIPDATE <= '2010-01-15' 
GROUP BY L_RETURNFLAG, L_LINESTATUS 
ORDER BY L_RETURNFLAG, L_LINESTATUS 

Q2: 
SELECT S_ACCTBAL, S_NAME, N_NAME, 
P_PARTKEY, P MFGR, S_ADDRESS, S PHONE, S 
COMMENT  
FROM PART, SUPPLIER, PARTSUPP, NATION, 
REGION 
WHERE 
P_PARTKEY = PS_PARTKEY AND 
S_NATIONKEY = N_NATIONKEY 
PS_SUPPLYCOST = 1000 
ORDER BY S_ACCTBAL DESC, N_NAME, S_NAME 

Q3: 
SELECT SUM(L_DISCOUNT) AS REVENUE 
FROM LINEITEM 
WHERE L_SHIPDATE >= '2010-01-01' AND 
L_SHIPDATE < '2010-01-01' 
AND L_DISCOUNT BETWEEN .06 - 0.01 AND .06 + 
0.01  
AND L_QUANTITY < 24 

Q4: 
SELECT N_NAME AS NATION, 
L_EXTENDEDPRICE*(1-L_DISCOUNT) AS AMOUNT 
FROM PART, SUPPLIER, LINEITEM, NATION 
WHERE S_SUPPKEY = L_SUPPKEY 
AND S_NATIONKEY = N_NATIONKEY 
AND S_ADDRESS LIKE '%%RENNES%%' 
GROUP BY N_NAME 

Q5: 
SELECT TOP 20 C_NAME, C_ACCTBAL, 
N_NAME, C_ADDRESS, C_PHONE, C_COMMENT 
FROM CUSTOMER, ORDERS, LINEITEM, NATION 
WHERE C_CUSTKEY = O_CUSTKEY AND 
L_ORDERKEY = O_ORDERKEY AND 
L_RETURNFLAG = 'R' 

Q6: 
SELECT C_NAME, O_ORDERDATE, 
O_TOTALPRICE, SUM(L_QUANTITY) 
FROM CUSTOMER, ORDERS, LINEITEM 
WHERE C_CUSTKEY = O_CUSTKEY AND 
O_ORDERKEY = L_ORDERKEY 
GROUP BY C_NAME, C_CUSTKEY, O_TOTALPRICE 
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GROUP BY C_CUSTKEY, C_NAME, C_ACCTBAL, 
C_PHONE 
ORDER BY C_NAME 

ORDER BY O_TOTALPRICE DESC 

Q7: 
SELECT TOP 100 S_NAME, COUNT(*) AS 
NUMWAIT 
FROM SUPPLIER, LINEITEM L1, ORDERS, NATION 
WHERE S_SUPPKEY = L1.L_SUPPKEY AND 
O_ORDERKEY = L1.L_ORDERKEY AND 
L1.L RECEIPTDATE> L1.L COMMITDATE 
GROUP BY S_NAME 
ORDER BY NUMWAIT DESC, S_NAME 

Q8: 
SELECT CNTRYCODE, COUNT(*) AS NUMCUST, 
SUM(C_ACCTBAL) AS TOTACCTBAL 
FROM 
(SELECT SUBSTRING(C_PHONE,1,2) AS 
CNTRYCODE, C_ACCTBAL 
FROM CUSTOMER 
WHERE 
SUBSTRING(C_PHONE,1,2) IN ('13', '31', '23', '29')) 
GROUP BY CNTRYCODE 

Table 6: Queries involving sensitive attributes 

From this set of queries, we extract only the queries involving sensitive attributes described in the 
policy, which are illustrated in Table 6. These queries enable us to extract the set of functionalities 
required for each sensitive attribute in the TPC-H database.  

Sensitive attribute Functionalities 

L_DISCOUNT 
computation (Q1,Q3,Q4) 
sum (Q1,Q3,Q4) 
order search (Q3) 

C_ACCTBAL 
group by (Q5) 
sum (Q8) 

S_ACCTBAL order search (Q2) 

S_NAME 
order search (Q2,Q7) 
group by (Q7) 

S_ADDRESS like (Q4) 

S_NATIONKEY join (Q2,Q4) 

PS_SUPPLYCOST equality (Q2) 

P_RETAILPRICE  

L_EXTENDEDPRICE 
sum (Q1,Q3) 
computation (Q3,Q4) 

O_TOTALPRICE 
group by (Q6) 
order search (Q6) 

Table 7: Required functionalities for sensitive attributes 
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For each sensitive attribute Table 7 shows the queries involving it as well as the set of required 
functionalities. These functional requirements are specified using the following utility constraints: 

 𝑈𝐶1 = {𝑐𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛, 𝑠𝑢𝑚, 𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ} 

 𝑈𝐶2 = {𝑔𝑟𝑜𝑢𝑝 𝑏𝑦, 𝑠𝑢𝑚} 

 𝑈𝐶3 = {𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ} 

 𝑈𝐶4 = {𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ, 𝑔𝑟𝑜𝑢𝑝 𝑏𝑦} 

 𝑈𝐶5 = {𝑙𝑖𝑘𝑒} 

 𝑈𝐶6 = {𝑗𝑜𝑖𝑛} 

 𝑈𝐶7 = {𝑒𝑞𝑢𝑎𝑙𝑖𝑡𝑦} 

 𝑈𝐶8 = ∅ 

 𝑈𝐶9  = {𝑠𝑢𝑚, 𝑐𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛} 

 𝑈𝐶10 = {𝑔𝑟𝑜𝑢𝑝 𝑏𝑦, 𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ} 

5.1.1.4 Policy enforcement results 

Using Algorithm 2 we obtain the combination of encryption schemes satisfying the specified policy for 
each sensitive attribute. Applying Algorithm 2 on our use case described above yields the following: 

1. C_ACCTBAL: conflict detected (𝑇𝐶2 and 𝑈𝐶2). Conflicts resolution propositions: 

a. [Paillier] (RND), satisfied utility requirements: {𝑠𝑢𝑚} (Q8) 

b. [Paillier; Pohlig-Hellman] (DET), satisfied utility requirements: {𝑔𝑟𝑜𝑢𝑝 𝑏𝑦, 𝑠𝑢𝑚} (Q8, 
Q5) 

2. L_EXTENDEDPRICE: [Paillier] (RND), satisfied utility requirements: {𝑠𝑢𝑚, 𝑐𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛} (Q1, 
Q3, Q4). 

3. PS_SUPPLYCOST: [Pohlig-Hellman] (DET), satisfied utility requirements: {𝑒𝑞𝑢𝑎𝑙𝑖𝑡𝑦} (Q2). 

4. L_DISCOUNT: conflict detected (𝑇𝐶1 and 𝑈𝐶1). Conflicts resolution propositions: 

a. [Paillier] (RND), satisfied utility requirements: {𝑠𝑢𝑚;  𝑐𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛} (Q1, Q4). 

b. [Paillier, Boldyreva] (OPE), satisfied utility requirements: 
{𝑠𝑢𝑚, 𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ, 𝑐𝑜𝑚𝑝𝑢𝑡𝑎𝑡𝑖𝑜𝑛} (Q1, Q3, Q4). 

5. S_ADDRESS: [SSE] (RND), satisfied utility requirements: {𝑙𝑖𝑘𝑒} (Q4). 

6. S_NAME: [Boldyreva] (OPE), satisfied utility requirements: {𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ, 𝑔𝑟𝑜𝑢𝑝 𝑏𝑦} (Q2, Q7). 

7. S_NATIONKEY: [Pohlig-Hellman] (DET), satisfied utility requirements: {𝑗𝑜𝑖𝑛} (Q2, Q4). 

8. S_ACCTBAL: conflict detected (𝑇𝐶3 and 𝑈𝐶3). Conflicts resolution propositions: 

a. [AES-CBC] (RND), satisfied utility requirements: ∅. 

b. [Boldyreva] (OPE), satisfied utility requirements: {𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ} (Q2). 

9. P_RETAILPRICE: [AES-CBC] (RND). 

10. O_TOTALPRICE: conflict detected (TC10 and UC10). Conflicts resolution propositions: 

a. [Pohlig-Hellman] (DET), satisfied utility requirements: {𝑔𝑟𝑜𝑢𝑝 𝑏𝑦}. 

b. [Boldyreva] (OPE), satisfied utility requirements: {𝑔𝑟𝑜𝑢𝑝 𝑏𝑦, 𝑜𝑟𝑑𝑒𝑟 𝑠𝑒𝑎𝑟𝑐ℎ} (Q6). 
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Result 1 shows the satisfaction of the constraints defined on the attribute C_ACCTBAL. A conflict 
between the constraints 𝑇𝐶2 and 𝑈𝐶2 has been detected. Thus, our algorithm gives the data owner 
two propositions in order to resolve the conflict.  

The first proposition states that the data owner can preserve the RND security level through the 
application of the Paillier encryption scheme, however only the sum functionality will be provided and 
therefore query Q5 cannot be executed efficiently over the encrypted data.  

The second proposition gives the data owner the ability to decrease the required threshold security 
level to DET in order to allow the application of the combination [Paillier, Pohlig-Hellman] which 
satisfies the required utility constraints.  

Result 2 states that the Paillier encryption scheme can be applied to enforce the set of security and 

utility requirements defined on attribute L_EXTENDEDPRICE.  

Result 3, shows that security and utility constraints defined on attribute PS_SUPPLYCOST can be 
enforced through the application of the Pohlig-Hellman encryption scheme.  

Result 4 shows that there is a conflict between the constraints 𝑇𝐶1 and 𝑈𝐶1 and proposes two 
solutions to reconcile the conflict.  

Result 5 states that the encryption scheme SSE can be applied to enforce the set of security and 

utility requirements defined for attribute S_ADDRESS.  

Result 6 shows that the set of security and utility constraints defined over the attribute S_NAME can 
be enforced via the application of Boldyreva encryption scheme.  

Result 7 states that the encryption scheme Pohlig-Hellman, when applied, can enforce the security 

and utility requirements defined for attribute S_NATIONKEY. For this result, we remark that our 
algorithm has chosen the best encryption scheme in terms of provided security level as the Boldyreva 
encryption scheme would also satisfy the given constraint.  

Result 8 shows the conflict detected between 𝑇𝐶3 and 𝑈𝐶3 and proposes two solutions to overcome 
the conflict.  

Result 9 confirms that the application of AES-CBC can enforce the constraints defined on attribute 

P_RETAILPRICE.  

Finally, result 10 shows a conflict between 𝑇𝐶10 and 𝑈𝐶10, and proposes two solutions allowing to 
reconcile the conflict.  

It is important to note that sequentially applying a combination of encryption schemes (e.g. [Paillier 
and Pohlig-Hellman] in one onion) to an attribute may not provide the functionalities provided by each 
encryption scheme. This problem can be resolved by duplicating the values of the attribute in two 
separate columns. 


